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Introduction

This document attempts to lay out the requirements, architecture, and general design goals for a venue-based file storage mechanism. It also addresses the question of whether the venue-based file storage system can be reused for a per-user file storage system.

Conceptual Model

Virtual filesystem – exported through well-defined protocols and APIs.

Usage:

· Drag / drop from venue GUI

· Programmatic access from arbitrary authorized clients

· Command-line transfer

· Access by grid/supercomputer applications

By defining the  conceptual model as a virtual file system, we have defined (by users’ familiarity with file systems in other contexts) to a large extent the semantics that users expect from the file store.

These semantics include:

· File and directory hierarchy

· Operations that include renaming, moving between directories, deletion.

· Creation of new files

· Reading and writing of files

· Ownership of files

· Permissions to read/write/move/delete based on file and directory ownership

Since the file store is a network service, to be useful it must be accessible through a well-defined network protocol. There are a number of choices for such a protocol, as this is a common problem that has been solved in a number of different ways throughout the history of the Internet. We discuss a number of alternatives below.

An important consideration that we consider now is the issue of file ownership and authorization. There exists a fundamental discrepancy in the matter of file ownership in the context of an Access Grid file store: users of the AG are identified by the distinguished name assigned to them by the issuer of their identity certificate, while such a name is likely to have no meaning to the file system ultimately providing the backing store for the virtual file system in a venue’s file store. Hence, a mapping must be maintained somewhere in the system, and the semantics of this mapping must be exposed in some manner.

[More discussion on ownership / identity issues ]

First, however, we consider the operations that such a protocol must provide to its clients. 

[ More discussion on operations. Main points: two main classes of ops, file transfer, structure management (rename/move/delete). ]

Network file systems

A number of network filesystems have been developed, and are in common use within organizations. These include NFS (Network Filesystem, originally from Sun Microsystems and now a standard part of Unix-based workstation networks); AFS (Andrew Filesystem); and the Microsoft Windows-based SMB-based file sharing.

None of these is particularly appropriate for wide-area use.

HTTP

The HTTP protocol [1] is the …

FTP

The FTP protocol [2] has been in use for over thirty years, and as such has a rich history and a very large installed base of clients. 

[

· Go on to discuss, like the GridFTP paper [3] does, why ftp is a good match for our requirements. 

· Third-party transfers,

·  dumb proxies for getting around firewall issues, 

· common clients, 

· making use of commodity software for client interface (Windows WebFolders)

]
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