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Introduction

In a secure Access Grid environment, we must support two main mechanisms to ensure the security. Authentication is the process of verification of the identity claimed by a user. Authorization is the process by which a system determines whether an authenticated user has the right or permission to access a resource [1] . 

In the Virtual Venues architecture, authentication is provided by the underlying messaging system; in the 2.0 implementation this is the Globus Toolkit [2]. As Globus uses a public-key infrastructure-based architecture for its authentication, users and systems are identified by X.509 certificates. [That’s a bad way of saying that, fix at some point].

This document will discuss the authorization problem and describe an architecture and design for solving this problem in the context of the Access Grid.

Access Control

The problem we are solving is this:

Allow access to a resource to only those users to which we wish to allow access.

In the Access Grid, such resources might include Virtual Venues (“locked doors”), shared files (give logged-in users the right to read, people in my group the right to write), services (only people with a valid TeraGrid login can access the high-throughput genomics server), etc. 

The computing and security literature is rich with architectures and designs for access control mechanisms [refs]. The Access Grid environment, however, has a fundamental difference from many of the environments discussed in the literature. As a real-time collaboration environment, there are requirements for dynamic real-time modification of the access control policies. 

Architecture

In this section we discuss the basic abstractions the access control subsystem defines, as well as issues of naming and the linkage to theoretical work on access control systems.

Role-based Access Control

We use the concept of role-based access control in this access control architecture. In short, role-based access control implies that permissions are associated with roles, and that users are assigned roles depending on their context, identity, and environment.  In its full form, an RBAC system can include a complex hierarchy of roles with context-based activation rules, role membership constraints, etc [3, 4]. However, for our purposes we are using a fairly simple model based on the RBAC concepts and abstractions.

In the Access Grid, we envision common roles to include those of “Currently logged into Venue X”, “Allowed to enter Venue Y”, “Authenticated user”, “Member of SWOF Expedition”, etc. 

Permissions are defined in the context of some object or service. For a file sharing service, we might define permissions for “read”, “write”, and “delete”. For a Venue, permissions might be “enter”, “administer”, “remove users”.

Abstractions

We will use the following abstractions in the AG access control system:

User. A user is a person. 

Subject. A subject is the manifestation of a user in the software system. The AG software provides a means by which a user can authenticate himself with the system to make available a subject that represents the user.

Role. A role defines a class of allowed access to a set of operations. 

Object. An object is a resource to be protected.

Operation. An operation, when invoked, causes data to flow to or from an object or causes the consumption of the resource.

Permission. A permission is the privilege to perform an operation on an object.

Subject / User Distinction

In classical RBAC systems a distinction is drawn between users and subjects. However, newer work [5, 6] appears to blur this distinction and only incorporate the notion of a subject or user, defined as the human being interacting with the computer system. The subject is identified by “any convenient representation that uniquely identifies a user in the system.”[5]. 

We will adopt this definition, as it simplifies both the semantics of access control operations and the implementation of the system.

Naming: Subjects

In the access control literature, a subject is often named using the given name of the person to which the subject applies. This works in the traditional environment in which these access control conventions are used; that is, for limiting access to files or database tables or web pages to subsets of an organization’s members or affiliates. In the case of the Access Grid, however, the subjects concerned can come from a much larger population whose members names we may not know a priori. 

For our purposes, then, we need to more precisely define how subjects are named. There may be multiple mechanisms available for this naming, corresponding to the various authentication schemes that may be supported by the system. The primary means of authentication is via the use of X.509 certificates. These certificates provide a Distinguished Name that identifies the subject of the certificate. This, then, would be a reasonable name to use for identify subjects thus authenticated. 

A further consideration with X.509 certificate-based authentication is that of trusted certificate authorities. It is the case that the underlying security library must be configured with a list of CA public keys identifying those CAs  which it will trust. It may be the case that this is information desired to be passed along to the users of a subject. The identity of the CAs which have signed a certificate  are found in the certificate itself; it would therefore make sense to attach the certificate itself to the name. However, the Globus toolkit does not support retrieving full certificates.
 

We may also want to provide a simpler authentication mechanism commonly used by web sites today, a username/password scheme. Using this mechanism, it is reasonable to identify subjects using their assigned username (this would likely be their email address). 

We can derive the following requirements, then, for our subject name:

· It must support multiple naming domains

· It must support tagging the subject name with additional information pertaining to this subject (a certificate, a source IP address, etc). 

We define a subject name as follows. It is a 3-tuple: 

(NameType, Name, AuthenticationInfo)

where NameType is “x509” for X.509 Distinguished Names, “md5-challenge” for username/password-based authentication.

Hm.

Let’s step back a moment. In the current system we are assuming that the user has some sort of identification certificate; an alternative authentication mechanism results in the generation of a new privately-created identity certificate, likely on a per-venue-server basis. In this event, the DN for that certificate will have all the information needed by the venue to identify the user, by backchaining through the certificate to the local authentication database that registered the creation of the certificate.

Hence, assuming that we do always require an identification certificate, we never need anything more than the DN to identify a user; hence, the DN is all that we need to provide throughout the system to represent a subject. As always, it is a concern that at some point in the future that we will break this assumption, and having hardwired DNs everywhere could cause problems. This argues for the same definition of subject names as the 3-tuple mentioned above, where NameType is currently always “x509”.

Naming: Roles and Operations

The access control mechanisms require a vocabulary for naming the allowed roles and operations to which these roles are assigned. Since all that the access control system does is match names, these names can be arbitrary and chosen by the subsystem to which they apply. 

In [5] the authors define a strict scoping mechanism where each service defines the set of roles appropriate for that service. The name of a role is unique within that scope.

Role Assignment

An essential component of the RBAC model is the definition of the mappings between users and the roles that are assigned to them. The RBAC literature [7] defines formal mappings between the sets of users, roles, and permissions. Operationally, we need to be able to define the following mappings and make them available to the system in order to active the roles appropriate for a user:

· PA. Permission to role assignment relation

· UA. User to role assignment relation.

Note that each of these relations are many-to-many relations. For instance, a user may hold many roles, and a role may be held by many users.

The permission to role assignment relation will likely not be stored as a single object, as the permissions are distributed across multiple services and objects within the services. Rather, each object to which a permission applies will maintain the permissions for the object. The conceptual model still holds, however, and can be used (as the RBAC literature does) in formal reasoning about access control behavior. 

User Database

The access control subsystem may maintain a database of all users which have been seen. The purpose of this database is to provide a means for the assignment of roles to users by adminstrators (such an assignment requires the administrator to know the user’s subject name). This database may be boostrapped from an external list of users.

Note that there is not a fundamental requirement that this database be an integral part of an access control subsystem. However, it provides a solution to the problem of knowing a priori the names of the users for which an administrator may desire to grant permissions.

Operations

We can now discuss the general operation of the access control system. We define an “authentication point” which is where an incoming request is authenticated and roles are assigned for the subject associated with that incoming connection. At the authentication point the following actions are taken:

· The subject name for this connection is determined. This involves using the information passed up from the low-level communications library to determine the authenticated Distinguished Name associated with this connection.

· The subject name is looked up in the User Database, and added if not present. 

· The UA (User to role assignment) mapping is consulted to determine the set of roles that are assigned to this user. 

· These roles are stored in a location such that they are accessible to any code that wishes to make access control decisions based on the subject’s assigned roles. (In a distributed system, the equivalent operation here might be to create an attribute certificate asserting that the user is a member of these roles. In the Venue Server-based implementation, we can hold this information locally).

At this point, the service code has access to the authenticated identity associated with the incoming request as well as the set of roles that are associated with that request. It is straightorward to match this request with a set of pemissions on a resource.

For instance, a the fine grain access control level, each file and directory in a server might  associated with an access control tuple. In the RBAC/Web design document [8] we see the following:

The W3 ACL file is used to define which roles are permitted to perform which operation on which files:

.RBAC_acl

Each line of the W3 ACL file has the format:

<filename wildcard template> : <op list> : <role list>

Users which have any of the roles in <role list> in their ARS may perform all methods in <op list> on each file which satisfies <filename wildcard template>. The .RBAC_acl files reside on on each server where RBAC/Web is installed.
Issues to think about here include:

· Static and dynamic role assignment

· Chained role assigners – Venue, VenueServer, 

· Management of the user database and user->role assignment mechanisms.

· Separated hierarchy of management/administrative roles (find that reference again)

Related Technology

The Security Assertion Markup Language (SAML) [9] defines syntax and semantics for assertions about authentication, attributes, and authorization. SAML would provide a mechanism by which one could define role-membership assertions, for instance, and pass them between communicating entities in the system. In the current model for the architecture of the Access Grid, however, this functionality is not necessary: we can define the scope of role membership to be per-Venue Server, and maintain that state locally within the Venue Server.

Similarly, Shibboleth [10] defines an architecture for cross-site sharing of authentication and authorization information. It may be the case that Shibboleth would be a reasonable architecture to implement for the purpose of define cross-Venue Server authentication and authorization sharing mechanisms. However, we currently plan to utilize PKI mechanisms to accomplish this goal.  Interoperation with Shibboleth (to enable interoperation with campus H.323 or SIP infrastructures, for instance) may be a future goal.

Access Control (OLD TEXT to be retrofitted)

Each file and directory has an access control list. There are different options on each.

Files:

read: Access allows the user to download the file.

write: Access allows the user to overwrite or delete the file.

Directories:

list: Access allows the user to list the contents of the directory. 

upload: Access allows the user to upload a new file into this directory. If the file already exist, he must have write access to the file.

write: Access allows the user to delete or rename files, or to create new directories.

read: Access allows user to read files in the directory.

administer: Allows user to change access to the directory or contents of the directory

Note that these access rights are for external users coming through the web services interface. The local user (the venue server process itself, the client running a transient filestore) has complete control through the local datastore API. 

ACL use-cases:

(A)
User uploads a file.

User must have upload perms on the directory. When the file has been transferred, the user is given write permission on it. Read permission on the file is set to “inherit”, which means that read access is inherited from the ACL of the containing directory.

(B)
User creates a directory.

User must have write access to the containing directory. The new directory is created with permissions copied from the containing directory. The user is granted administer privileges on the new directory.

(C)
User uploads a directory. 

The new directory is created as in (B), then each file uploaded as in (A). If the user is uploading an entire directory hierarchy, the empty directory hierarchy is created first, then the files uploaded.

(D)
Permissions for a venue filestore

A per-venue file store will have directories with list, upload, read, write access given to the users of the venue (via an indirection mechanism in the datastore). administer privs go to the owner of the venue. 

(E)
Permissions for a per-client transient filestore.

A transient filestore will have directories with list and read permissions given to the current users of the venue (via an indirection to the venue client. If the user desires, he could allow transfers by opening upload or write permission to the datastore.

ACL API

ACLs are represented as Python objects. 

ACL is the class from which specific ACL classes are derived. It defines the following constants, representing the possible access rights:

ACL.read

ACL.write

ACL.list

ACL.upload

ACL.administer

It also defines the following special values for rights:

ACL.indirect

ACL.inherit

ACL.none

The value for a right is either one of the values above, or a python list containing the Distinguished Names of the users to whom access is granted. 

Access control model. (Role-based model, thoughts derived from the way that Zope handles access control).

See

http://dev.zope.org/Wikis/DevSite/Projects/ComponentArchitecture/SecurityFramework
for more on the Zope model for roles, permissions, etc.

--

Some thoughts on formal models of access control.

In [3] the authors discuss a formal model for role-based access control (RBAC). The full power of RBAC may not be necessary for Access Grid purposes (currently: in the future it might well be) but it provides a useful context and vocabulary for discussing access control in the AG context.

The basic abstractions are as follows.

Role. A role is a set of job functions. 

User. A user is a person. A person is represented to the Access Grid by a piece of client software, which acts as the user’s agent to the rest of the system.

Subject. A subject is a user’s representation within the Access Grid software. 

Permission. A permission is an approval of a particular mode of access to one or more objects in the system.

In the AG context permissions are represented as simple strings. For instance, the data store defines the following permissions:

ds.read

ds.write

ds.list

ds.upload

ds.administer

Permissions are also treated as uninterpreted symbols to a large extent.

Operation. An operation represents a particular mode of access to a set of one or more protected RBAC objects
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� See � HYPERLINK "http://bugzilla.mcs.anl.gov/globus/show_bug.cgi?id=312" ��http://bugzilla.mcs.anl.gov/globus/show_bug.cgi?id=312�, marked as an enhancement request…





